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Transformer n He-TekCTOBble JaHHbIE

» Ortan 1: Mpumerenne mogeneli Ha ocHoee Transformer ans pasHoobpasHbIx
TEKCTOBbIX 3ajad

> BERT
» GPT-2

> Dtan 2: AganTtauusi yCreLwHon apxnTekTypbl K 0bpaboTke Apyrux MOAabHOCTEN
ANS PeLleHnst ANCKPUMUNHATUBHBIX 3agad u reHepauuu npusnakos (CV, ASR, ...)
> CLIP
» HuBERT
> Dtan 3: leHepaumsi TEKCTa KOMMO3NTHOW MOAENLIO, NMPUHUMAIOLLERA Ha BXOA
0bBbEKTBI Pa3/INYHLIX MOAANLHOCTE
» Flamingo
> BLIP-2

» Jtan 4: [lobaBneHune BOSMOXXHOCTU FrEHEPNPOBATL ODBEKTHI Pa3HbIX MOAAILHOCTEN

> NExT-GPT
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[Tpymepbl MynbTYMOAANbHBIX 3aaY

| 4

vV v v v Vv

Baunsoctb Mexay TekcTom 1 nsobpaxkeHnem / ayguosanuceto (B T.4. Ans
KnaccudpurkaLmm)

Onpegenetue ces3n Mexgy obbEKTOM Ha N30DpaXkeHN 1 OMUCHIBAKOLLMN
ero cnoeamu u3 onucanus (Visual Grounding)

OtBeTbl Ha Bonpockl no nsobpaxerusm (VQA)

PaccyxgeHunsi no nsobpaxerusim n ux onucanusim (Visual Reasoning)
leHepauust onucaHuii Kk nsobpaxerusm (Image Captioning)
PacnosHaBaHue cumeonios / doHem no ayamosanucu

leHepauusi n306paXkeHnii No TekcTy (U n30bparkeHuto]
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[TpumMep MyabTUMOAANBHOrO beHYMapKa

» Ectb mMHOro
MYJbTUMOAANbHBIX
beHuYMapKoB:
ScienceQA / NLVR2 /
COCO /...

» OpauH n3 Hanbonee
CBEXUX W MOJIHBbIX —
MMBench:

P QHMANACKNA A3bIK
» 20 3apgauy
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ViT, 2020 (Google)

| 4

| 2

Koanposlmk Transformer, Ha Bxoae n3obpakeHune, Ha BbIXoJe — €ro Kaacc

Bxoga:
> u30bparkeHne pasbuBaetcs Ha KBagpaTbl (naTum)
> KaXAblA NaTH KOAMpYeTCst AnHeliHbiM cnoem B BekTop (anstepHatuea — CNN)
> K BeKTOpy naTya fobaensercss obyd4aemblii NO3ULNOHHLIN 3MbenauHT
B CLS-TokeHe Ha npenobyyeHunn npeackasbiBaeTCst KNacc n3obparkeHusi, Ha
AO0DYYEHNN FONIOBA 3aMEHSIETCA HA HOBYHO

Mpn foobyyeHun Ha uUeneBble 3a4a4n MOBbLILIAETCS Pa3MEPHOCTb
1300paXkeHUNii = yBENNYMBAETCS ANMHA MOCAELOBATENBHOCTH

dmbeaanHr Ans HOBbIX Nosuuuii nony4vatotcs 2D-uHtepnonsiymneii yxe
0by4YeHHbIX C Y4ETOM KOOpAMHAT naT4ya Ha u3obparkeHnu
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ViT, 2020 (Google)

Vision Transformer (ViT)
Input  Attention

MLP
Head

Transformer Encoder

\ !
PERE)

* Extra learnable
[class] embedding Linear Projection of Flattened Patches

JEE """,L.'

o o ——— 8 I O S

] L
Model Layers Hiddensize D MLPsize Heads Params
ViT-Base 12 768 3072 12 86M
ViT-Large 24 1024 4096 16 307M
ViT-Huge 32 1280 5120 16 632M
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CLIP,

| 4

2021 (OpenAl)

Zero-shot knaccucukatop nsobparkeHuii, peryimpyemolii TEKCTOBBIMM
npomMnTamu

[Ba kopupoBLymKa:
> ans nsobpaxenuii (ResNet ¢ BHumanvem uan ViT)
» nnst tekcta (GPT-2 ¢ konTekcTom 76)

Ha Bbixoge KaXk4oro oanH BEKTOP: AJist N300paXkeHUst U AJist TEKCTA ero
knacca/onuncaHns

OHu nepeBoasTcs 0byyYaeMbIMn AVHENRHBIMU COSIMI B 0bLLLEE NPOCTPAHCTBO
N HOPMANN3YHOTCS

Ha oby4eHun mexay BCeMU napamiu < TEKCT»-<«U30DpaXkeHMs» CHUTAETCS
maTpuua bamnsocreii n npumensierca CE-loss no obeum eé pasmepHocTsim
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CLIP, 2021 (OpenAl)

» Ha uHdpeperce mogenn nogatotcs nsobpaxerue n N TekCTOB-NpoMNTOB BUAA
«3T0 cobaka/koT/mawuHa/. .. »

> BekTop 1n30bpaxxeHnsi yMHOXAETCSt Ha BEKTOPbLI BCEX MPOMMTOB 1 OTBET
BbIOMpPAeTCs No NyyliemMy 3Ha4eHnto 6amsocTy

» PaboTtaer B zero-shot XOpoWwoO Ha AOMEHAaX N KlaCCaxX nU3 O6y'—|eHV|$|

(1) Contrastive pre-training (2) Create dataset classifier from label text

Pepper the T
aussie pup Bt J i i l i
—
_— T | T | T Ty
I LTy | ITy | T | . | LTy .
(3) Use for zero-shot prediction
I, LT | LTy | LTy | . | LTy T | T, | T Tn
Image I I3T) | I3T, | I3 T LT
3 37 3712 3713 3N
@—' Encoder E':";%Zr — I LTy | Ty | 1Ty LIy
" T | e [ N
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[Toyemy 3Ty paboTbl 4O CUX MOP BaXKHbI

Ha 4ém Tectuposancas MMBench:

VLM Language Backbone Vision Backbone Overall Parameters Trainable Parameters
OpenFlamingo LLaMA 7B CLIP ViT-L/14 9B 1.3B
OpenFlamingov2 MPT 7B CLIP ViT-L/14 9B 1.3B
MMGPT LLaMA 7B CLIP ViT-L/14 9B 22.5M
MiniGPT-4 Vicuna 7B EVA-G 8B 11.9M
MiniGPT-4-13B Vicuna 13B EVA-G 14B 11.9M
PandaGPT Vicuna 13B ImageBind ViT-H/14 14B 28.8M
Visual GLM ChatGLM 6B EVA-CLIP 8B 0.2B
InstructBLIP Vicuna 7B EVA-G 8B 0.2B
InstructBLIP-13B Vicuna 13B EVA-G 14B 0.2B
Otter-1 LLaMA 7B CLIP ViT-L/14 9B 1.3B
LLaVA LLaMA 7B CLIP ViT-L/14 7.2B 7B
LLaMA-Adapter LLaMA 7B CLIP ViT-L/14 7.2B 1.2M
mPLUG-Owl LLaMA 7B CLIP ViT-L/14 7.2B 0.4B
KOSMOS-2 Decoder Only 1.3B CLIP ViT-L/14 1.6B 1.6B
Shikra LLaMA 7B CLIP ViT-L/14 7.2B 6.7B
u-G2PT LLaMA 7B ViT-G 7B 8B
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Wav2Vec 2.0, 2020 (Facebook)

> Koanposwuk Transformer npegobyyaercs B ctune BERT Ha HepasmedeHHbIX
ayAMo3anmncsix n Jooby4aeTcst Ha pa3MeYEHHbIX

> Bxog:
1. ueHTpupoBaHHbIii ceipoli curdan WAV
2. temporal CNN + LayerNorm + GeLU Ha Hem pnsi «TokeHmsauuuy cpeiiMos
3. CNN + GelLU Ha Bbixogax 2 ans nosydeHnsi BEKTOPOB MO3MLMAIA
4. BbIxoAbl 2 1 3 CKNAAbIBAOTCA U HOPMAJU3YETCs

» B kauectse unsupervised target ncnosb3yetcs KBaHTU3aLMsi BEKTOPOB BXOZ4A

» KBaHTM30BaHHOE NpepcTaBsieHue:

1. 3aBogutca G cnoBapeii 0byvaeMbIx KOAOB-BEKTOPOR, MO V' KOZOB KaXKAoM

2. ONsi BXOAHOrO BeKTOpa AMMDUPUHLMPYEMO BbIDMPAETCs NydLwnii Kog u3
kaxxgoro cnosapsi (¢ nomowbto Gumbel-softmax)

3. G BEKTOPOB KOHKAaTEHMPYIOTCS N MPOELMPYIOTCS B Pa3MEPHOCTb BXOAA

NOJYyHaeTCst KBAaHTU30BaHHOE NPeLCTaBNEHNE UCXOAHOIO BEKTOPA

5. BEKTOPbI-KOAbI YHaTCsl BMECTE C MOLENbIO

=
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Wav2Vec 2.0, 2020 (Facebook)

» lMpenobyyeHne:
» N cnanos Bxoga no M BeKTOPOB C NEPEKPLITUAMUN MACKUPYOTCS
> AN MAaCKNPOBAHHBIX BXOOOB NrEHEPUPYETCA KBAHTU3OBAHHbIE BEKTOPDI Q

P> Mopesb y4YUTCA reHepupoBaTb A/ LEHTPasibHOro TOKEHA CnaHa BEKTOop,
KOTOPpBLIi Bavke K ero BekTopy U3 @, 4em K BekTopam K gpyrux
MaCKNPOBaHHbIX TOKEHOB (4UCTPAKTOPOB)

P perynsipusaTtop — MakKCUMU3aUUs SHTPONUN B pacnpemeneHnsix Ha
BEKTOpax-kofax (Bce KOAbI JOSKHbI YHaCTBOBATh)

» [ooby4eHue:

> KkBaHTM3auust youpaetcs, nobaBnseTcs NONHOCBASHbLIV C/IOA NOBEPX BbIXO0B
KOAMPOBLLMKA

P Ha BbIXOAAX 3TOrO C/IOSt NAET ODyYeHMe Ha pa3MeYEHHbIX ayAno3anncsax
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Wav2Vec 2.0, 2020 (Facebook)

Contrastive loss

L
Context C
representations
Transformer
Masked

Quantized
representations

Latent speech
representations

raw waveform

» C HebonblumMn NoTepsiMi Ka4yecTBa YAaNoCh YMEHbLLINTL OObEM
pa3MeyYeHHbIX AaHHbIX Ha 3Tane goobyyerus B 10-1000 pas
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HuBERT, 2021 (Facebook)

» Npes Ta xe, 4to n B8 Wav2Vec 2.0: yuuTb Mofenb Ansi MacKMpOBaHHbIX
bpeiiMoB NpeAcKasbiBaTb aJibTEPHATUBHbIE NMPEACTAB/IEHUS

» [lonyyatoTcsa 3Tu NpeAcTaBieHuUsl, — BEKTOPbI-KOAbI, — C nomoulbto K-means

> ApxutekTypa:

1. CNN-koanpoBwuK ayanocurHana

2. koauposlumk Transformer Ha ero Bbixogax
3. cnoii BEKTOPOB-KOAOB
4

. C/IOli NPOEKLMMN BbIXOA0B KOAWPOBLLMNKA B Pa3MEPHOCTb KOAOB

» [lpn oby4yeHnn YepepytoTcs aga sTana:

» yuutcs mogens K-means Ha Bektopax MFCC-npusHakos cpeiimoB ncxogHoro
ayaunozanucu 8 WAV

P yyYnTCs OCHOBHAS MOAENb-KOANPOBLLNK
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HuBERT, 2021 (Facebook)

» OOyu4eHne KOANPOBLLUNKA:

> bpeiimbl kogupytotcss CNN n
mackupytotcst kak B Wav2Vec 2.0

Acoustic Unit Discovery System
(e.g., K-means on MFCC)

P BXOf NMOJAETCS B MOLENb, BbIXOS

NpoeLMpyeTcs B Pa3MEPHOCTb v v v
BEKTOPOB-KOL0B Lz ] | ?z | | sz. | | zTa | [z [z
> MeXAy BbIXOAHbIM BEKTOPOM /HUBERT ] I 1 \ |

| Transformer ||

KaXk[Oro MacKUpoOBaHHOrO chpeiima

i i i
1 BCEMW BEKTOPaMU-KOAAMY (| ek sk skl [x ] [x |
CYNTAETCA KOCUHYCHOE pacCTosHUE i i i ‘
» pesynbTaT MAET B softmax, Ha \ | CNN Efncoder |
BbIXOAHOM pacnpeaeneHunm ) S | ' |
cuuntaercs CE-loss "W”“HW‘*‘-' '
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HuBERT, 2021 (Facebook)

| 4

DTanbl NOBTOPSIOTCS UTEPATUBHO, HauMHas co 2-i ntepaunn K-means yuntcs
Ha NPEeACTaBEHUSIX C NPOMEXTOUHbIX CNOEB TeKYLLER BEPCUN KOAUPOBLLMKA,
a He Ha BekTopax MFCC-npusHakos

,D'J'Iﬂ NOBbILLEHNA Ka4YeCTBa BMECTO OAHOIO K-means YHaTCA HECKOJIbKO C
Pa3HbIM HUNCNIOM KNaCTepoB

Pasbuerne Ha gBa aTana ynpowaet u ctabunusupyet obyqerue, bonblie He
Tpebyetca cnoxHbliii loss, kak B Wav2Vec 2.0

MpepobyyerHast mogenb foobyyaercs (c 3amopoxerHoii CNN un be3
K-means) Ha pa3medeHHbIX 3anucsix

16 /70



OmniMAE, 2022 (Meta)

>

>

Eavnas mogens ans nsobpaxxennii n Bugeo Ha ocHoee ViT

ObwbekTbl paccmaTpuBatotcst kak 4D Tenzopel (T x H x W x 3), y
n306paXkeHmnii pa3mepHOCTbL BpeMeHn Bcerga 1

Kaxablii 0bbekT pasbusaetcs Ha N kBagpaTHbIX naT4yeil, n3 kotopbix M
MaCKuUpyoTcs

N - M natyeii co ceoumu nosnumammn nepepatotcst B koguposwmk ViT, Ha
BbIXOZE BEKTOPbI

DTu BeKTOpbI gononHstotTcss M BekTopaMm Macku, u UTOroBbl Habop s N
BEKTOPOB C MO3NLUAMYU UAET B LEKOAVNPOBLLNK

3apjava AeKofMPOBLUMKA — MPEACKa3aTh BCE MUKCENN KAXAOro
n3obpaxkerusi/kagpa (MSE Ha HOpMann3oBaHHbIX 3HAYEHNSIX MUKCENS)

[ns yckopeHns oby4veHns kaxablii 0bbekT obpabaTbiBaeTcs npu obyyeHun
HECKOJIbKO pa3 C pa3HbIMU MacKamu
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OmniMAE, 2022 (Meta)

» CTaBUANCH SKCMEPUMEHTBI C Pa3HbIMU Mackamu, B utore ans obenx
MOJaNibHOCTel ncnons3osanacs Random

Tube Masking

Random Masking

Causal Masking Random Masking Causal Masking Random Frame Masking
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ImageBind, 2023 (Meta)

> M,D,eﬂl norpy3nTb 6 MO}J,aJ'IbHOCTeﬁ B €ANHOE BEKTOPHOE NPOCTPAHCTBO

> 3amepbl
> TekcT > Bugeo P
rmpoctabnaunsatopa
> n306paxkeHuns P KapTbl rybuHbI (IMU)
» ayano P KapTbl TemnepaTypbl

» [Mpobnema: manopeanncTnyHo cobpaTb nonapHble AaHHbIE MEXAY BCEMU
MOZANBLHOCTAMM

> PeweHune: ncnonb3oBatb |/|3o6pa>KeHv|;| B Ka4e€CTBE CBA3YHOLWEro 3B€Ha
Mexay pasHbiIMU MOAAJIbHOCTAMUN

Naturally Aligned
rrrrrrrrr Emergent Alignment

B¢ O »
nal IMU

Images Videos Text Audio Depth

‘Web Image-Text u Depth Sensor Data @ i y

Sheep basking in the sun

b L) »
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ImageBind, 2023 (Meta)

» [lapbl Buga «um3obpaxeHne»-«obbekT» ans 0bbekToB 6 MoganbHoCTElN,
kogupytotcst n obyyatotes Ha InfoNCE loss (BepHasi napa npoTtue npoumx B baTue)

» KoanposaHune ob6beKTOB:

> n3obpaxerus — ViT (3amopoxeH)

> Bugeo (2 dpeiima) — ViT (3amoporxeH)

> ayamo (2 cekyHabl) — men-cniektporpammsl + ViT
> kapTbl rnybuHbl (n3obpaxenns) — ViT

» KapTbl TemnepaTtypbl (n30bpaxenns) — ViT

> IMU — 1D ceéptka + koauposwuk Transformer
» tekcT — CLIP (3amopoxeH)

> V Bnaeo n nsobparkeHnii oaMH KOAWPOBLLMK, Y BCEX OCTaJIbHbIX — CBOW, Y KaXKAOro
Ha BbixofAe oby4aemasi MPoeKUUst B eANHYIO0 pa3MEpHOCTL + napamMeTp
«TemMnepaTypbl» MOAAJIbHOCTY

» [lns yacTu nap MOZaNbHOCTEN €CTb rOTOBbIE AAaTACEThl, HaCTb AaHHbIX (Ans
cneyndnyecknx MogaibHOCTe) cobupanack B pamkax paboTsi
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ImageBind, 2023 (Meta)

> B 1nTOroBom npoCcTPaHCTBE MOXHO CKJafblBaTb BEKTOPbI PasHbIX MOAANbHOCTEIA:

-
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SimVLM, 2021 (Google)

» [lonubii Transformer, Ha Bxoae KoAMpPOBLLMKA n30bpaxeHne n npedukc
TEKCTa, Ha BbIXOAE AEKOAMPOBLLMKA NPeACcKasbiBaeTcs cydukc

» l130bpaxetune sektopusyercs ¢ nomowbto CNN (Tpn nepebix 6noka ResNet),
KaX/IOMy NaTyy Ha BbIXOfe COOTBETCTBYET BEKTOP

> V TOKeHOB N300paXkeHUst N TEKCTA Ha BXOAE CBOW Oby4Yaemble MO3NLMOHHbIE
smbeaanHrnn

» Ko BCeM TOKeHaM BMeCTe npuMeHsieTcst obbluHbIi self-attention

» V TOKEHOB M300paXkeHNil JONOAHUTENBHO €CTb OTHOCUTENbHBIA 2D attention
B OJI0Ke KOAMPOBLLVKA

> I_Ipep,o6y'-|eH|/|e dBTOPErpeCCUOHHOE OQHOBPEMEHHO Ha TEKCTAX N Napax
LTEKCT»-KOoNncaHme>»

» [loobyueHue Ha 6 3a4ay C HaCTPOIKOl BCEX NapaMeTPOB MOAENN
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SimVLM, 2021 (Google)

running happily  on a dirt road

Tt T 1T 7

Transformer Encoder - Transformer Decoder
(N S N S S * 0
E] E] E] @ E] <s> running happily  on a dirt
o)) (53 () () (o) B ) () () () () e
T 1T 17T T T T 17T T T T 7
Conv Stage Token Embedding
T T

</s>

road

(7] positional embedding
patch/text embedding

i |
4

24 /70



CoCa, 2022 (Google)

> Koguposluk st usobpaxennii (ViT
nnn CNN) + obwmii fekoanpoBLmMK

> Ha Bbixofe KOAWPOBLLMKA BEKTOPbI
natyeii nsobpaxkeHusi u
arpernpoBaHHbIii C NoMoLLbHO attention
pooling obwuii BekTop

> [lekofnpoBLMK Pa3genéH Ha ABe
4acTu No BepTUKaIn

> [lepBasi NONOBMHA MOJIYHAET Ha BXOA
TONIbKO TEKCT npecbukca u
obpabaTbiBaeT ero Kak obbI4HO,
BblaBasl BEKTOPbI OBbIYHbIX TOKEHOB 1
BekTop CLS-ToKeHa

two dogsrunning in a field [/s]

ttt tt 1t

attention Multimodal
s R

Text Decoder

attentional pooling cls-token
Image Unimodal
Encoder Text Decoder
000000000000 [s] two dogs runningin a field [CLS]

“two dogs running in a field” pairs

image text
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CoCa, 2022 (Google)

> BekTopbl TekcTa 1 n30bparkeHns 0bbEANHSIIOTCS BO BTOPOIA 4aCTu AEKOAUPOBLLMKA
Yepes cross-attention

» llcnonb3ytoTcs fBa flocca ¢ Becamu 1 U 2 COOTBETCTBEHHO:
P> 6an30CcTb Mexay obmm BekTopoM n3obpaxkeHust n sektopoM CLS-TokeHa
ANs napbl «U30bpaxkeHune»-«onucaHne»

> aBTOpereCCVIOHHbIVI JNNOCC Ha BbIXOoAe BCEro AeKoanpoBLUMKa

> [lpu 00BYYEHNN MOXKHO 3aMOpaXKMBaTb KOAMPOBLLMK M30DpaXkeHns 1 Aoy4YunBaTb
ToNbKO attention pooling

image captioning &
multimodal representation

classification alignment Multimodal
T ///' *\\ ///”’-’ Text Decoder
Image Image Unimodal Image Unimodal
Encoder Encoder Text Decoder Encoder Text Decoder
image image text image text
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Flamingo, 2022 (DeepMind)

» B ocHose npepobyuentbie kognposLymk nsobpaxkequnii n LLM (Chinchilla),
OHU 3aMOPaXXNBAIOTCS U AOMNOJHSOTCA 0byYaeMbIMy napaMeTpamm

» @Dopmat Broga: [<img>, ...] text [<img>, ...] text ...

» Kopguposumk nsobpaxenunii — NormalizerFree ResNet:
» 2D unzobpaxxeHne = 1D BekTop
> Bugeo = dpeiimbl = 2D + obyyaemeblii BekTop MeTKn Bpemenn = 1D BekTop

» Ha Bbixogax koaupoBLmKa n3obpakeHnss — Perceiver Resampler:
» npeobpasyeT Habop BekTOpOB At0bON ANnHLI B 64 BEeKTOpa

P BeKkTOpbI N30DpaXkeHnsl NOJAKOTCS B Cross-attention, popmupysi kaouu un
3HayeHuns

» 3anpockl — 13 obyvaeMbix 64 naTeHTHLIX BEKTOPOB

» pesynbTaT npoxoaut 4vepes FF-cnom n ngér 8 LLM
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Flamingo, 2022 (DeepMind)

Output: text

. Pretrained and frozen .
@ a very serious cat.

Trained from scratch

| —

Perceiver Perceiver
Resampler Resampler

n-th GATED XATTN-DENSE

[
2

1st GATED XATTN-DENSE
Processed text T

| <image> This is a very cute dog.<image> This is |

Interleaved visual/text data

This is a very cute dog. This is
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Flamingo, 2022 (DeepMind)

» B LLM mexay 3amMOopoXXeHHbIMU COsiMU J0DaBASIOTCS HOBblE BIOKU

>

K=V=[Y]

tanh-reiiT perynnpyeT nponyckHyto cnocobHocTb, oHa cTapTyet ¢ 0 1 pacTér B
npouecce oby4eHus

&)
F
tanh gating
——  GATED XATTN-DENSE EEW
| 1
M tanhglating

cross attention

Vision
input

a=[Y]

def gated_xattn_dense(
y, # input language features
x, # input visual features
alpha_xattn, # xattn gating parameter — init at @.
alpha_dense, # ffw gating parameter - init at @
)8
"""Applies a GATED XATTN-DENSE layer."""

# 1. Gated Cross Attention

y = y + tanh(alpha_xattn) * attention(q=y, kv=x)
# 2. Gated Feed Forward (dense) Layer

y = y + tanh(alpha_dense) * ffw(y)

# Regular self-attention + FFW on language
y = y + frozen_attention(q=y, kv=y)
y =y + frozen_ffw(y)

return y # output visually informed language features

Language
input
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Flamingo, 2022 (DeepMind)

» OcobeHHOCTN BHUMAHUSA:
P> TOKEeH TeKkCTa B cross-attention moxket
B3aMMO/ENCTBOBATb TO/ILKO C TOKEHaMU TeKCTa A0 &
HEro 1 nocsiefHero n3obpaeHuns /’:
P> 370 Aenaertcs A/t YCTPaHEHUst 3aBUCUMOCTU OT i o
¥
yucna nsobpaxeHue Ha Bxoae
P> B3aMMoAEiCcTBME C NPpoYMMMN U300paXkeHnAMN UAET
yepes self-attention LLM 6
‘What is the common thin;
» B pasHbix Bepcusix mogenn obyyaemble ciaon ot toes s imogen? 2 &
pobasnstotca B LLM nocne kaxpgoro 1-ro, kaxkgoro ) [ ——
4-10 N KAXKZOro 7-ro 3aMOPOXKEHHOrO CJI0s What is the difference be-
tween these three images? (&)
> MOJJ,EJ'II: yl‘“/'TCﬂ I'IO BXOAy V|3 V|306pa)KeHV|M n TEKCTa The first one is a cartoon, the
- . second one is a real flamingo,
npeAckasbiBaTh TekcToBbIl cyddukc (Prefix LM) e e Ut a5 | 0y B0
(™ model of a flamingo.
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BEIT-3, 2022 (Microsoft)

» Koguposuyuk Transformer ¢ MoE (Mixture-of-Experts)

> ApxutekTypa:
» Ha BXOA€E BEKTOPLI naTdeli V|306pa)K6HI/IF| N BEKTOPbl TOKEHOB TEKCTA

> nepBble BNIOKN KOAMPOBLIMKA coaepxaT obwuii self-attention n oTaenbHble
FF-cnon pna kakpgoit MoganbHOCTH

> B Tpéx nocneaHux bnokax u self-attention, n FF-cnoun obuime

» Koanposanue natyeii kak B BEIT v2: ViT + kBanTtusauus (VQ), sektop u3
ViT 3ameHsieTcs Ha bavxaiiwunii ns obyyaemoro Habopa BEKTOPOB-KOAOB

» [Mpepobyqermne Ha Masked Data Modeling (ananor MLM) Ha TekcTax,
N300pakeHNsIX 1 NX napax

> AyrmeHTauuu n3obparkeHnii: obpeska, pacTsXKeHNE, N3MEHEHUS LIBETOB
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BEIT-3, 2022 (Microsoft)

V-FFN
Lx +
Multi-Head Self-Attention LX

TPatch Embeddings

(a) Vision Encoder

A baseball player throwing a ball .

Masked Image Modeling (b) Language Encoder
Masked Language Modeling

Image Classification (IN1K)
Semantic Segmentation (ADE20K)
Object Detection (COCO)

Image-Text

/ Contrastive Learning v\

V-FFN
Lx 4 Lx
Multi-Head Self-Attention

TPatch Embeddings

ﬂ!ﬁn.nii A baseball player throwing a ball .

(d) Dual Encoder
Image-Text Retrieval (Flickr30k, COCO)

Multi-Head Self-Attention

Multi-Head Self-Attention

player a
t +
VL-FFN
+ +
Multi-Head Self-Attention
V-FFN LFFN
+ +

Multi-Head Self-Attention

TPatch Embeddings TWord Embeddings

! A!En.iii A baseball [MASK] throwing [MASK] ball .

(c) Fusion Encoder
Masked Vision-Language Modeling
Vision-Language Tasks (VQA, NLVR2)

throwing
+
VL-FFN
t t
Multi-Head Self-Attention
V-FFN L-FFN
t t
Multi-Head Self-Attention
TPatl:h Embeddings TWord Embeddings

n . ‘ E A baseball player is [MASK]

(e) Image-to-Text Generation
Image Captioning (COCO)
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BEIT-3, 2022 (Microsoft)

Learned PPt -~
1

. ~
Codebook “ [ Semantic Y
SN v D . \_ conceptsets -

V3774: Tongue

"
'
'
'
'
'
'
'
'
'
'
'
'
'

V2774
'
'
'
'
'
'
'
'
'
'
'
'
'
'
'
'
'
'
'
'

Veaze i

'
'
'
'
'
'
'
Vigsel
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PaLl, 2022 (Google)

» ViT (npenobyyeHHbiii n 3amopoxeHHblii) + mT5 (obyyaemsbiii) ¢
cross-attention Ha Bbixogbl ViT
» 3agaum 0byyeHus (€cnm BO3MOXXHO — KPOCC-si3blYHbIe):
» MLM, npenckasaHue cnaHoB, 3aMacKMpOBaHHbIX OLHUM TOKeHOM (Kak B T5)
» 2 3apauu JononHeHus u reHepauum alt-tekcra (TekcroBblii image placeholder)
» OCR reHepaumsi TekcTa no n3o0bparkeHunto
> reHepaumsi no M30bpaxkeHnto 1 TekcTy Bonpoca oTeeTa Ha sonpoc (VQA)
> onpepeneHne Hanmums obbEKTOB Ha U300paXkeHMM 1 reHepaLUs CNKUCKa
0bBEKTOB (TONBKO AJSt AHTANIACKOrO)

P onpegeneHune HanM4uns 0bbEKTA B YKa3aHHbLIX rPpaHnLax Ha U30bpakeHuUn

“Answer in EN:
What type of
flowers are in
the buckets?”

Transformer Transformer

ViT Encoder Decoder

— “Sunflowers”
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Kosmos-1, 2023 (Microsoft)

» CLIP-ViT ans nsobpaxennii + aekogmposwmk Transformer (Magneto, xPos)

» B npepobyyerHnom CLIP 3amopaxusatoTcs Bce ciion, KpoMe nocnefHero, aist
chukcaumm Yncna TokeHoB n3obpaxkeHus ectpoeH Resampler us Flamingo

» ®DopmaT BXx0Aa: TOKEHbI TEKCTOB U U300PaXKeHWiA, OrpaHMYeHHbIE
CMELTOKEHaMU, HC/IO 1 MOPSJOK TEKCTOB/M300paXkeHU NMPON3BOIbHbIE

» [aHHble: TeKCTbl, N300paXkeHUsi, Napbl K TEKCT»-<«N300parkeHUe», TEKCTbI CO
BCTaBKaMu 130bparkeHnii

» Vuutcs npeackasbiBaTh N0 MyAbTUMOAANLHOMY BXOAY TEKCTOBbINA CydhdmKe

» B obyyeHun ectb 4ncTo TekcToBasi MHCTpYKTMBHAs HacTb (120K npumepos)
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BLIP-2, 2023 (Salesforce)

> 3amopoxeHHble koguposLyuk nsobpaxenus (CLIP-ViT) n LLM (OPT wnan
Flan-T5) 4+ obyuyaembiii 610k mexgy Humu (Q-former)

» Q-former nssnekaer ns nsobparkeHnsi BUKCMPOBAHHOE KOJIMYECTBO BEKTOPOB
(onpegensietcs Ynciom obyyaeMbix BEKTOPOB-3anpocoB ), T.e. «NepeBognT»
n3obpaxerue B noHsTHole LLM TokeHbl

» B ocroee Q-former — BERT, Ha Bxope BekTopbl Q u BekTOpbI TekcTa T

> BekTopbl n306paxeHuns y4acTeytoT B cross-attention ¢ @ self-attention

Q-Former Toxt
ing

Image-Grounded

Image-Text Text Generation
Input Image Contrastive
—— or every r
ﬁ%. Image other block }
Encoder Attention Masking
v t bidirectional

mutlimodal causal

—%— - uni-modal - —% —(- qhl

Learned
Queries

Input Text | a cat wearing sunglasses ]
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BLIP-2, 2023 (Salesforce)

» [lpenobyqerune ngér B 2 stana (yuntcs Tonbko Q-former):

> koaupoBLMK n3obpaxenus + Q-former
> KoanpoBLLMK u3obpaxenus + Q-former + LLM

» 3ajayu nepeoro sTana:
> Ban30cTe MeXAy napoii « TEKCT»-<«n30bpaxeHne»

> Qu T KOAUPYIOTCS HE3ABUCUMO

» nns Bcex nap @ n T B baTye Ha BbIxoge cymTaercs 6aM30CTb Mexay Bcemn @
n Bektopom CLS-TokeHa T, bepércs nydliee 3HadeHme

P>y BepHbIx nap 61130cTb fomkHa bbiTh Nydweii B baTuye

> [eHepauus TekcTa no n3obparkeHuto:
> BekTopbl @ mMoryT B self-attention cmoTpeTb TosIbKO Ha cebs
> BekTopbl T MOryT CMOTpeTh Ha BCe BekTopbl @ v Ha Bcto T o cebs

» ConocTaeneHne n30bpaXKeHnsl N TEKCTa
> Bce BekTOpbl B self-attention mMoryT cmoTpeTb Ha BCex
> BbIXO4HbIE NpPeACTaBNEHNA Q OTAENBHO NOAAKOTCA B NIVHENHbIN KJ'IaCCVId.')VIKaTOp,
JIOTNTbI YCPEOHAKOTCA N AAtOT 3HAYEHNE KAa4YeCTBa COMNOCTaBJIEHNA

P N5 BepHOI Napbl 3HaYeHUEe JO/DKHO ObITb BLICOKUM, LIS MPOHUX — HUKE
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BLIP-2, 2023 (Salesforce)

» lltoroeble @ npoeuunpytoTcst 0by4aeMbIM MOSIHOCBSA3HBIM CJI0EM B
pa3smepHocTb LLM

» Onu ctaHoBaTcs Bxogom LLM u mMoryT ObITb gonosHeHbl TOKEHaMN TEKCTa

» Ha sTopom stane nosnHasi mogens ¢ GPT-like [T5-like] LLM obyuaetcs
npefckasbiBaTh cydduke no n3obpaxkeHnto [n TekcTy npedukcal

% oO-0o0 Output Text [ a cat wearing sunglasses ]
Bootstrapping from a i F a5 T
Decoder-based %: N mage [ o ] Fully o
Large Language Model Encoder [l Q:Former Connected # LLM Decoder

:

e.g. OP' -
¢6.07D Eg-sm) —@0-88)

Input Image Learned Queries

oo-0@ Suffix Text
Bootstrapping from an - T [y
Encoder-Decoder-based %w Fully %
Large Language Model i ; [ Q-Former J [ Connected % LLM Encoder #: LLM Decoder
(e.g. FlanT5) s
) 00-00 S
Input Image Learned Queries Prefix Text
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LLaVA, 2023 (University of Wisconsin—Madison)

» [Tpepobyyentbiii CLIP-VIT ¢ obyvaembim npoekuymnoHHbiM cnoem + LLaMA

» OCHOBHOIA ynop He Ha MOZE/b, a Ha MOArOTOBKY WHCTPYKLMOHHOMO faTaceTa

> nap (<I/I306pa)KeHVIe)>—(<TEKCT>> MHOro, a VIHCprKLI,VIﬁ no HAM — MaJio

P reHepupoBaTb BPYYHYO AOJTO U AOPOro, MOXHO ucnosb3osate GPT-4

» [IpocToii noxon Mo reHepauun OLHOLLIArOBOro NpUMEPa Mo N30DParKeEHNHO:

> Bx0f4: C/lydaiiHasi (POPMYIMPOBKA 3aMpoca Ha onucaHue + u3obpaxkeHue
> BbIXOA: OMNucaHue n30bparkeHuns

» [TpoaBuHYTHIA Noaxos 6e3 ncnosib3oBaHnst N30b6parkeHus:

» Habop gaHHbix COCO c usobpaxkeHnsiMu, cerMmeHTaumeli 1 onucaHusaMm

» npomnTtel HacTpausaoT GPT-4 no onucaHuto n3obpaxkeHus u cermeHTauum
CreHepupoBaThb 3 TUNA JAHHbIX:

P Auanor no CogepXXuMomy n3obpaxxeHus
> pa3BépHyTOE feTasibHOE OnucaHne n3obpakeHust

P CNOXHbI BOMPOC K JIOrnkKe VI306pa)KeHVIF| N OTBET-PACCYy>XAEHNE Ha HEro
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LLaVA, 2023 (University of Wisconsin—Madison)

messages = [ {"role":"system", "content": f"""You are an Al visual assistant, and you are
seeing a single image. What you see are provided with five sentences, describing the same image you
are looking at. Answer all questions as you are seeing the image.

Design a conversation between you and a person asking about this photo. The answers should be in a
tone that a visual Al assistant is seeing the image and answering the question. Ask diverse questions
and give corresponding answers.

Include questions asking about the visual content of the image, including the object types, counting
the objects, object actions, object locations, relative positions between objects, etc. Only include
questions that have definite answers:

(1) one can see the content in the image that the question asks about and can answer confidently;
(2) one can determine confidently from the image that it is not in the image. Do not ask any question
that cannot be answered confidently.

Also include complex questions that are relevant to the content in the image, for example, asking
about background knowledge of the objects in the image, asking to discuss about events happening in
the image, etc. Again, do not ask about uncertain details. Provide detailed answers when answering
complex questions. For example, give detailed examples or reasoning steps to make the content more
convincing and well-organized. You can include multiple paragraphs if necessary."""}

]
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LLaVA, 2023 (University of Wisconsin—Madison)

Context type 1: Captions

A group of people standing outside of a black vehicle with various luggage.
Luggage surrounds a vehicle in an underground parking area

People try to fit all of their luggage in an SUV.

The sport utility vehicle is parked in the public garage, being packed for a trip
Some people with luggage near a van that is transporting it.
Context type 2: Boxes

person: [0.681, 0.242, 0.774, 0.694], person: [0.63, 0.222, 0.686, 0.516], person: [0.444, 0. 233
0.487, 0.34], backpack: [0.384, 0.696, 0.485, 0.914], backpack: [0.755, 0.413, 0.846, 0.692],
suitcase: [0.758, 0.413, 0.845, 0.69], suitcase: [0.1, 0.497, 0.173, 0.579], bicycle: [0.282, 0.363,
0.327, 0.442], car: [0.786, 0.25, 0.848, 0.322], car: [0.783, 0.27, 0.827, 0.335], car: [0.86, 0.254,
0.891, 0.3], car: [0.261, 0.101, 0.787, 0.626]

Response type 1: conversation

Question: What type of vehicle is featured in the image?

Answer: The image features a black sport utility vehicle (SUV).

Question: Where is the vehicle parked?

Answer: The vehicle is parked in an underground parking area, likely in a public garage.
Question: What are the people in the image doing?

Answer: The people are trying to fit all of their luggage into the SUV, likely preparing for a trip.

41/70



LLaVA, 2023 (University of Wisconsin—Madison)

Mpepoby4erue:

» 600K nap KoHBepTUpytoTCSA B
OZHOLLAroOBbIE ANANIOrN MPOCTbIM
METOAOM

» 1 CLIP, n LLM 3amopoxetsi,
oby4aeTcs TONLKO NPOEKLMOHHbIN
CNoit ANA CONOCTaB/IEHUS! BEKTOPOB
N306paXkeHUst NPOCTPaAHCTBY
smbepaunnros LLaMA

Jooby4eHue:

» 160K MHCTPYKLMOHHBIX NPUMEPOB
Moy4atoTCsl NPOABUHYTHIM METOAOM

» CLIP 3amopoxeHa, y4aTcs
NPOEeKUMNOHHbIW cnoid n LLM

Visual input example, Chicken Nugget Map:

User
LLaVA

Sometimes | just look at pictures of
the earth from space and | marvel at
how beautiful it al s,

Can you explain this meme in detail?

The meme in the image is a creative and humorous take on food, with a focus on chicken
nuggets, as the center of the universe. The meme begins with the phrase "Sometimes I just
look at pictures of the Earth from space and I marvel at how beautiful it all is..." The main
image features a tray of cooked chicken nuggets, with the chicken pieces positioned to
resemble the continents and islands on a world map. The meme playfully suggests that the
chicken nuggets represent the Earth, and the various locations depicted in the photo are
actually chicken nugget versions of different places. The punchline of the meme appears
in smaller text at the bottom, reading "I mean, it’s not the real Earth, but how beautiful it
is all is." This lighthearted and entertaining meme combines food and humor, using the
image of chicken nuggets to create a funny and imaginative representation of the world.

User
GPT-4 7]

Can you explain this meme?

This meme is a joke that combines two unrelated things: pictures of the earth from space
and chicken nuggets. The text of the meme suggests that the image below is a beautiful
picture of the earth from space. However, the image is actually of chicken nuggets
arranged to vaguely resemble a map of the world. The humor in this meme comes from
the unexpected juxtaposition of the text and the image. The text sets up an expectation of a
majestic image of the earth, but the image is actually something mundane and silly.

User
BLIP-2

Can you explain this meme in detail?
sometimes i just look at pictures of the earth from space and marvel how beautiful it is

User
OpenFlamingo

Can you explain this meme in detail?
It’s a picture of a chicken nugget on the International Space Station.
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Kosmos-2, 2023 (Microsoft)

» Apxutektypa Ta xe, 4to n Kosmos-1 (CLIP-ViT + gekoguposiyuk)

» QOcobeHHocTn:

» BO3MOXXHOCTb MOAENN BblAENATLb 3aNPOLWUEHHbIE 0bbeKThI Ha I/I306pa)KeHI/I$|X

P> BO3MOXHOCTb MOAENN POKYCMPOBATLCS Ha 0bBbEKTAX Ha M30bpaxkeHuw,
KOTOpbIE BbIZENNN MONb30BaTENb

A snowman sits next to a campfire in
the snow. He is wearing a hat, scarf,
and mittens. There are

nearby, likely containing a hot meal
for the snowman. The scene is
serene and peaceful, with the
snowman looking at the fire with a
warm smile.

Input Prompt
Completion

Describe this image in detail:

» Kntouesoli pesynbtaT — HoBbI Habop aaHHbix GrlT (Grounded Image-Text)
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Kosmos-2, 2023 (Microsoft)

» Cbop partacera:
> Bobigenedune cywecteuTenbHbix (SpaCy), yaaneHune abcTpakTHbBIX MOHATWIA
> nogaya pesynbTaToB U U30bpaXkeHUs B NpeaobyyeHHyo Mogens,
Bbigensitowyto obbekTsl (GLIP)
» Boigenedne GLIP rpavuy obbekToB, punstpaums pesynstatos (yBepeHHOCTb
MOZENN, [OJISi NEPECEYEHNsI C APYTNMM), NCKIIIOHEHNE NPUMepoB be3 obbekToB

adogina Identify
field of flowers noun chunks
a dog

a field
flowers

Detection &
—_— JE—
Post-process

adog:
[290,371,605,750]
a field:
[0,264,919,921]

Step-1: Creating noun
chunk - bounding box pairs
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Kosmos-2, 2023 (Microsoft)

» C6op partacera:
> reHepayna SpaCy AepeBa CUHTAKCNHECKNX 3aBUCUMOCTEN TEKCTa OnmMcaHus

P paclimpeHne CyLEeCTBUTENbHbIX UX NOAAEPEBLAMM LO BblPA>KEHUIA,
bunbTpauus pesynstaTos (MOAHOE BXOXKAEHUE B APYroe BbipaXkeHune)

> npumep = BbipaxeHue + n3obpaxkeHne + rpaHuLbl 0bbekTa

» [atacet: 91M wnzobpaxenunii, 137M rpaHuy, obbektos, 115M BbipaxeHuii

Sentence dependency relations

adogina Identify Expand
field of flowers noun chunks noun chunks
a dog adog in a field of flowers Dro Keep “a dog in a field of flowers”
a field afield of flowers substri?-l s Drop “a field of flowers”
flowers flowers 9 Drop “flowers”
Detection & o
Post-process P
adog: adog in a field of
[290,371,605,750] flowers:
a field: [290,371,605,750]
[0,264,919,921]
Step-1: Creating noun Step-2: Producing referring
chunk - bounding box pairs expression - bounding box pairs
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Kosmos-2, 2023 (Microsoft)

» [uckpeTusauyus rpaHul, 0ObEKTOB:

| 2

4
4
>
4

n3o0bparkeHune OUKCUPOBAHHOTO Pa3peLLEHNst AENNTCA HAa MasIEHbKNE NaTyu
naTy XapaKTepU3yeTCst KOOPAMHATaMN CBOEroO LEHTPa Ha u30bpakeHuUn

OJ151 KaXXAOro naTya B C/IoBapb Moaenu fobaBistoTCs TOKEHbI

rpaHuLa obbEKTa = KOOPAMHATLI JIEBOrO BEPXHENO U MPABOrO HUXHENO YriiOB

LLM nony4aeT rpaHuLy Ha BXOA B BUAE TOKEHOB MaTyel STUX YrioB

> @opmaT Bxoaa:

4
>

>

<p>object-text</p><box> </box>
Ha C/ly4aii HECKOJIbKUX FPaHuL, 415t OAHOrO ObbeKTa ecTb ToKeH <delim>

BO BCEM OCTaJiIbHOM mogenb nostopsieT Kosmos-1

<s> <image> Image Embedding </image> <grounding> <p> It </p><box><loc4><1locge3></box>
seats next to <p> a campfire </p><box><locs><locigo7></box> </s>

46 /70



Kosmos-2, 2023 (Microsoft)

> MO,D,GJ'Ib OCHOBaHa Ha Kosmos—l, HOBbIE AaHHbIE BKJIKOYEHbLI B CTaprﬁ haTaceT

» SFT nposogunca Ha ganHbix LLaVA, Unnatural Instructions u FLAN v2 +
JOMNONIHNTENbHbIE 334341 Ha aaHHbiX GrlT

a
£
o
a
5
[=%
=
. s . Question: What is the biggest
Question: Why |s.th|s animal Question: What is it? Answer: difference betwen bottle-1 and
unusual? Answer: .
bottle-2? Answer:
c This animal is unique because it is a
S turtle. Turtles are known for their slow . i
£ and steady pace, whereas rabbits are a buoy attached to The biggest dlfferen(_:e between
§ known to be agile and quick. It is not the boat. bottle-1 and bottle-2 is the label.

common for a turtle to be faster than a
rabbit, especially in terms of speed.
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Qwen-

| 4

>

VL, 2023 (Alibaba)

ApanTtaums Qwen-7B k nsobpaxkenusim ¢ nomowsto Openclip ViT
Mogenb Toxe ymeeT paboTaTh € rpaHuuamMn obbEKTOB

N30bparkerns nepesogaTcs B 256 BEKTOPOB 4Yepes cross-attention c
NaTeHTHbIMU BekTOpamu-kitodamu (kak B Perceiver Resampler Flamingo)

B cross-attention ucnons3yercs gononHutensHoe 2D abcontoTHoe
NO3NLIMOHHOE KOANPOBaHNE

dopmaT BxoOAa:

> 1n30bparkeHne OTAENSIETCSA CreyTokeHaMun <img> n </img>

> KOOPAMHATbLI TOYeK rpaHunL, 0bBbEKTOB (CneBa CBEPXY 1 CMpaBa CHU3Y)
HopmupytoTcst B [0, 1000) u nopatotcst B Buge crpoku «(A, B), (C, D)»

» [1ns e€ BblgeneHns NCMosb3ytoTCs ToKeHbl <box> n </box>

» TekcT, onucbiBatoLWnii 06 LEKT B rpaHuuax, oTaensietcs <ref> u </ref>
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Qwen-VL, 2023 (Alibaba)

> 1-i war npenodyveHus:

» Ha 1.4B napax «un30bpakeHune»-« TeKCT»
» paspelleHne nsobpaxerunin 224 x 224
| 4

LLM 3amopoxeHa, y4atca ViT n agantep

Stagel: Pretraining

[ QwenLM J

Learnable
Query
Embs

B tow Resoluiion

Image-Text Pairs
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Qwen-VL, 2023 (Alibaba)

> 2-i war npenodyyeHuns:
» Ha >75M npumepax uz 20 HabopoB faHHbIX Ana 7 3a4ad
P paspewieHne n3obpaxenuii 448 x 448

» Vuntcsa Bca mopens

Stage2:Multi-task

Stagel: Pretraining Protraini
retraining

[ QwenLM ] [ QwenLM &]
T Learnable

Embs

Learnable
Query
Embs

@ Low Resolution m High Resolution
. Multi-task and
I -Text P.
fage-fext ais Interleaved VL Data
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Qwen-VL, 2023 (Alibaba)
> SFT:

» 350K uHcTpykuuii, cobpaHHbIX pasHbiMu cnocobamu
» paspelueHne nsobpaxennin 448 x 448

» ViT 3amopoxeH, ydaTtcs LLM n aganTep

Stagel: Pretraining Stage2:Multi-task Stage3: Supervised
' Pretraining Finetuning

[ QwenLM } [ QwenLM &J [ QwenLM&]
I Learnable N Learnable

Embs Embs

Learnable
Query
Embs

m Low Resolution @ High Resolution @ High Resolution
Image-Text Pairs Multi-task and Chat Interleaved
g Interleaved VL Data VL Data
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Qwen-VL, 2023 (Alibaba)

A_length) {

A_length; i++) {

The solution in the image is to find the
minimum value in an array. And there Can you find spider man and Hulk?
is a bug in the function. Fix the bug.

int solution(int A[], int n) {
int ans = A[0];
for (int i=1;i<mn; i++) {

if (A[i] < ans) {:;
ans = a[i];
}

return ans;

}
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JT1an 4
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FROMAGe, 2023 (Carnegie Mellon University)

» 3amopoxeHHble CLIP-VIiT n OPT + obyyaembie npoekunm n fon. TOKeH
» 3apava 1 (reHepaums onucaHui):
> BoixogHoii BekTop CLIP npoeuupyetcsi B BekTopbl «TokeHoB» (reshape
BONBbLWIOro BLIXOAA JIMHEHOTO CNOSt NPOEKLMN Ha K 3N1eMEHTOB)

> noCNeEAOBATENIBHOCTb — Ha6op HECKONBKNX CJ'Iy'-|aI7IHbIX nap: Mmogenb y4nTcs
ANA TOKEHA TEKCTA CMOTPETb MMEHHO Ha HY>XHOE AJ1A HEro |/|3o6pa>KeHV|e

Generated Text
) (next token prediction)
Input Embeddings
(seq_len, 4096) silhouette of a
‘(img1>l silhouette of| a ‘.,. \(ing:l cute \,..I scooter g;zn:uzlg;:§>12::
on a motorcycle
W,

Cross Entropy Loss

Visual
Encoder

T

silhouette
of a plane
against

the sunset

T

cute cat
sitting on
a scooter

silhouette of a
plane against the
sunset <pad> cute
cat sitting on a
scooter

Image #1 Caption #1 Image #2 Caption #2 Combined Groundtrutt
Image and Caption Inputs Caption
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FROMAGe, 2023 (Carnegie Mellon University)

» 3apauva 2 (conocrasneHue):
» Hosuili cneutokeHd [RET] B koHue TekcTa gobaenser war self-attention,
YHUTBLIBAIOLWUI BCE TOKEHbI B aBTOPErpeCcCMOHHON Mogenu
» BuixogHoli BekTop [RET] ynyyluaeT KayeCTBO COMOCTAB/IEHUS
» VYyatcsa no cnoto npoekuun ans sektopa [RET] u ebixogHoro sektopa CLIP +
smbepaunHr TokeHa [RET]
» HeratueHblie npumepsl B loss — Bce HeBepHble mapbl baTya

[ Frozen Model Linear Layer Loss
Cross Entropy Loss
21;T:s:tte off = silhouette of a
—~ = : i
BEainsththe c silhouette } of ‘ | [RET] }—’ ptane aga'lns;ET
sunset [RET] Output Embeddings the sunset [RET]
1 4096
Input Caption (seq_len, ) Generated Text
W, (next token prediction)

InfoNCE Loss

Japoou3g
[ensip
‘M
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FROMAGe, 2023 (Carnegie Mellon University)

» MynbTumoganbHble (KapTUHOYHBIE) OTBETHI MoAenn obecneymnsatoTcs
nonckoMm no 6ase, bonblue KOHTEKCTA — Jiydlle pesynbTaT

I am thinking of an animal. It is brown Provide instructions on how to cook. &
and furry, and has a tail. What is it? a

How do | make macarons? &

& Asquirrel.
No, the animal | am thinking of lives in Macarons are a French dessert
the river. 2 that are made by combining egg
& Abeaver. Py whites and sugar. The egg
What s this? & whites are beaten until stiff and
That's right, what do beavers look like? & @  then folded into the sugar.

& Theyhaveatail @ Thisis a house with a unique design.
What does the stiff egg white look like? &

Show me an illustration of a beaver & What is its shape? &
A beaver. y The egg white should be stiff
1 ﬁ The house is shaped like a dome. 5 and glossy.
Can you show me more houses like this? .0. Show me a picture of what that

looks like
The house is designed by architect.

Yes, what about a pencil drawing of one? a

That's nice, any others? &

After this, what do | do? &

2 Yes, there are many houses
like this in the world. The macaron is then baked in a
é hot oven.

‘What about a photo of one?
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SpeechGPT, 2023 (Fudan University)
» Koanposwuk HuBERT (c K-Means) + LLaMA + sokogep HiFi-GAN

'/ Transcription: 1 Clllh-|..||I||-|.-|.||II|-.|||||-|D
' Hi, my name is SpeechGPT. Nice to :
| meet you! Lo Unit
““““““““““““ Vocoder
[SpeechGPT]: <99> <5> <69> <597> ...... <31>
[ SpeechGPT ]
[Human]: <43> <2> <64> <33> ...... <534>
Discrete Speech Unit Extractor ) Transcription:

| Good morning, what is

1
\QJ (--||..-....||...._...|||.__,||..__D m|.your name?

U
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SpeechGPT, 2023 (Fudan University)

» CobpaH cobcTeeHHbIli Habop maHHbIx Speechinstruct us aByx 4acreii

» Cross-modal Instruction:

| 2

>

>
4

N3 OTKPLITLIX JATACETOB OTOOPaHbI 1 AeAyNaANLMPOBaHbI Napbi
«TEKCT»-«ayano» (9M)

¢ nomouwbto GPT-4 crenepuposanbl 100+ MHCTPYKLMiA-3anpoOCOB Ha
TpaHCKpUbaLMIO NN CUHTE3 peyn

WHCTPYKLUMM N JaHHble CNyYaliHO COEANHSIIOTCA B TPOIKM
TPOWKM KOHKAaTEHUPYIOTCS B «ANANOrUy» MO MakKCUMasbHOi AnuHe Bxoga LLM

» Chain-of-Modality Instruction:

>
>

| 2

Ha Cross-modal obyyeHa BcnomoraTenbHasi MOAEb-KOANPOBLNK

c eé nomowbto anst 38K MHCTPYKLMOHHBLIX npuMepoB 13 moss-002-sft-data
CreHepUpOBaHbl BEKTOPbI ayamno

cpopmupoBatbl 38K 4eTBEPOK «(TEKCT BXOAa, ayAmo BXOAa, TEKCT OTBETA,
ayamo oTeeTa)»

Ha nx ocHose chopmupytotcst Chain-of-Modality nHcTpykunm
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SpeechGPT, 2023 (Fudan University)

Speech Instruction-Speech Response:

[Human]: This is a speech instruction: {Speechl}. And your response should be speech.
You can do it step by step. You can first transcribe the instruction and get the text Instruction.
Then you can think about the instruction and get the text response. Last, you should speak the
response aloud <eoh>. [SpeechGPT]: [tq] {Textl}; [ta] {TextR}; [ua] {SpeechR }<eoa>.

Speech Instruction-Text Response:

[Human]: This is a speech instruction: {Speechl}. And your response should be text. You
can do it step by step. You can first transcribe the instruction and get the text instruction.
Then you can think about the instruction and get the text response. <eoh>. [SpeechGPT]:
[tq] {TextI}; [ta] { TextR}<eoa>.

Text Instruction-Speech Response:

[Human]: This is a text instruction: {TextI}. And your response should be speech. You can
do it step by step. You can think about the instruction and get the text response. Then you
should speak the response aloud <eoh>. [SpeechGPT]: [ta] {TextR}; [ua] {SpeechR }<eoa>.

Text Instruction-Text Response:
[Human]: This is a text instruction: {TextI}. And your response should be text. You can
think about the instruction and get the text response. [SpeechGPT]: [ta] {TextR }<eoa>.
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SpeechGPT, 2023 (Fudan University)

» lMpepobyyeHne-agantauns K MOAANbLHOCTHU:
» B LLM pobaBnsitoTcs HOBble TOKEHbI, COOTBETCTBYIOLNE ANCKPETHBLIM
AYANO-TOKEHAM

» npepobyyerne LLM ngért Ha npeackasaHue Cieayrollero ayamno-TokeHa Ha
HEepa3MeYEeHHbIX 3anNncax

> KogupoBLymnk ayano (Ckopee BCEr0) 3aMOPOXKEH

» Kpocc-moganbHbii SFT: Bcs Mofenb y4nTCst Ha CMECU TEKCTOBbLIX U
Cross-modal nHcTpykuuii

» Chain-of-Modality SFT: 3amopoxeHHasi mogens ¢ agantepom LoRA
yuntcs Ha Chain-of-Modality nHcTpykymsix

» ObyueHne MAET Ha NpeacKasaHme CleytoWero TOKeHa TEKCTOBOMO BbIX04a
(Bugumo, nocne TpaHckpubaumn pesynsraTta)
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NExT-GPT, 2023 (National University of Singapore)

» Koamposwwmk ImageBind + LLM Vicuna 4+ gudpdysmonHsie renepatopsl (Bce
npefobyyeHHble N 3aMOPOXKEHHBIE)

Text
Image Input Image Output 3
Image @ Projection & Projection & ; N
: Audio Input Audio Output
Audio Projection f"\ Projection &

. E g Video Input Video Output E
Nl P i
More modalities e .

Multimodal Input LLM-centric ~ LLM-based Semantic Instruction-following  Multimodal Output
Encoding Alignment Understanding Alignment Generation
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NExT-GPT, 2023 (National University of Singapore)

Encoder Input Projection LLM Output Projection Diffusion
Name Param Name Param Name Param Name Param Name Param
Text — — — — — — — —
Image Vicuna[12] 7B Transformer 31M® SD [68] 1.3B
Audio ImageBind [25] 1.2B* Linear 4M® (LoRA 33M#) Transformer 31M® AudioLDM [51] 975M
Video Transformer 32M®  Zeroscope [8] 1.8B

LLM nony4aeT Ha BXof BEKTOPbI BCEX BXOAHbLIX CYLLHOCTEW + TEKCT

[Mpu renepaynm LLM pelaet, Hy>xHO N1 creHeprpoBaTb TOKEH TEKCTA UK
0bBEKT KaKOW-TO MHOW MOAANbHOCTM

Bo BTOPOM CllyHae reHepupyeTcsa oanH N3 CneLTOKEHOB aTON MOOaNTbHOCTN

Mocne okoH4aHus paboTel LLM 3ToT TokeH BMeCTe C TeKCTOM nepefaércs B
COOTBETCTBYIOLLYIO AN PY3NOHHHYIO MOgeNb

» OpuH OTBET MOAENN MOXKET MCMOJb30BaTh HECKOJIBKO pasHbiX Anddy3uii
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NExT-GPT, 2023 (National University of Singapore)

» OOyueHMe BXOAHbLIX IMHERHBIX NMPOEKTUPYIOLUX CNOEB UAET Ha 3ajady
reHepauumn TekCTa onucaHus obbekTa

Image @
J

Img. Rep.
Audio

Aud. Rep.
Video

Vid. Rep.

Image Input
Projection ("\

Audio Input
Projection (A\

Video Input
Projection &

Aligned Vid. Rep.

Image
Caption

Audio

Caption

Caption
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NExT-GPT, 2023 (National University of Singapore)

» OOy4aTb NOMHOLEHHOE COMOCTaBeHMe BCeX ANPY3NOHHBIX
aekoauposwmkos n LLM ponro n goporo

» [uddysnm obycnoBneHbl Ha TEKCT ONUCAHMS

» BbixogHble NPOEKTMPYOLME CION yHaTCs nNpubarKaTh NpescTaBaeHnst TEKCTa
1 CMELTOKEHOB MOLAIbHOCTY K NPeACTaBAeHUsIM TekcTa B anddy3usx

LLM Output Rep.
Image Output | _ _ . NG o Image
s o Py 9 Min. Eucli. Dist. <« Captﬁ)n
Text Response  Image Signal Token
Audio Output Audio
Projection (A\_ ______ Lol ity Caption

Text Response  Audio signal token

3 Video Output e € Video
> Projection , ------ > « < Caption

Text Response  Video signal token
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NExT-GPT, 2023 (National University of Singapore)

» B nHcTpykTnBHOM poobyyenun yyacteyet LLM (c agantepom LoRA)

» Mogenb gooby4yaercs Ha pa3medeHHbix MM-gnanorax, B npouecce
[OMONIHNTENBHO HAaCTPaANBAOTCSA BbIXO4HbIE NMPOEKL MM

» Oby4yeHune Ha OTKpPbITLIX Habopax AaHHbIX + cobcTBeHHbIn gaTtaceT Mosl T
(Modality-switching Instruction Tuning)

JURTR

& rext Text Image Output Image Caption,
T o B e [ Projection o] Image Caption;
(& rexe+ [2) ™ | {Text ameo.. )
LoRA (| \Jot - oo o o /| Img. Sig.

= Image Input "Rep.

CENE Projection Text Text Tok. Rep.
A - > S~
p - o

@ Text Audio Output ) )

— . Projection Audio Caption
@ Texe Audio Input ~ &

! Projection

~ g (Proecting S BERRRS | P . | Aud. Sig. . .

@ Text+ 8] + {Text AMG,..<AUD, o= e < . | Tok. Rep. Min. Eucli. Dist.

Video Input = N
@ Text Proj Text i
jection Video Output . .

: oy |- IS = T—
& 7exe (Text - > Cross | (Toe )
_______________________________ / Encropy (Mmoo ) Vid. Sig.

Input Instructions LLM Output Gold Annotation Tok. Rep. Gold Annotation
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NExT-GPT, 2023 (National University of Singapore)

log content can b
ite diverse. Here's

1 am so into summer, especially the [ -
sea; [ hope I can go to the seaside —
to have some fun. Image Input

B Absolucll Thereareso 050 Eiection

many activities to enjo
by, the sca, ke beach
volleyball

(5 ButI'm really interested

in trying out Surfing T
think it's super cool. It
would be even better iF T

could create a vlog to Video Output
showcase my progress. Projection

Vid. Sig. Tok. Rep.

Iam so into summer, especially the
sea; I hope I can go to the seaside

to have some fun. i For the cover, it should| @
finitely
Absoluyt There e o 950 e
many activities to enjo Image Input Image Output e
~#w by the sea, like beacl Projection Projection B comg cnd
volleyball. 5 - somedhing ively, ke

' Img. Sig. Tok. Rep.

() But I'm really interested g. Sig. Tok. Rep,

in trying out surfing. T a

it's super cool. It Audio Output
‘would be even better if T Projection

could create a vlog to

showcase my progress. Aud. Sig. Tok. Rep.

i~ ideo
Vlog content can be —>
e 8

reference

T rep—
B Cruingaviep S
A
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BbiBogbl

» ViT n CLIP okasanucb npocTeiMU 1 yaauHbIMU MOAENSIMU, UCNOJIb3YEMbIMU

>

NOBCEMECTHO OO ChX nop

Obwnii TpeHa Ha pobaBneHne MynbTUMOAANLHOCTY MYTEM KOMOUHMPOBaHMS
npenobyyeHHbIX Mogenel

[oobyyerne Ha 3agaun MM obbi4HO TpebyeT HaCTPOIKM TOIBKO 4acTu
napameTpoB U/unu aganTepoB TUna JnHelHbIX npoekuyuii u Q-former

Jlyqwnii MM-BekTopusaTtop Ha Tekywuii MmomeHT — ImageBind, noeepx Hero
genatotcs ceexue MLLM

LLaVA peMOHCTprpyeT npumep reHepaLmn Ka4eCTBEHHOTO WHCTPYKTUBHOMO
MM Habopa gaHHbIX

Kosmos-2 — cunbHblii NpuMep nepexoga OT NOHUMAHUS MOAEJbIO
1300paXkeHUsi B LLESIOM O B3aUMOLEACTBNS C OOBEKTAMMN HA HEM

C nomouwybto FROMAGe MO)XHO OTHOCUTENIbHO MPOCTO W KAa4eCTBEHHO

MPUBHECTN B MOAE/b MOHUMAHNE N NOUCK N30DpaXkeHui
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[TonesHble ccblNkuU

vV V. Vv VvV Y

vV v v vV VY

MMBench: Is Your Multi-modal Model an All-around Player? (2023)

An Image is Worth 16x16 Words: Transformers for Image Recognition at Scale (2020)
Learning Transferable Visual Models From Natural Language Supervision (2021)

wav2vec 2.0: A Framework for Self-Supervised Learning of Speech Representations (2020)

HuBERT: Self-Supervised Speech Representation Learning by Masked Prediction of Hidden
Units (2021)

OmniMAE: Single Model Masked Pretraining on Images and Videos (2022)
ImageBind: One Embedding Space To Bind Them All (2023)

SimVLM: Simple Visual Language Model Pretraining with Weak Supervision (2021)
CoCa: Contrastive Captioners are Image-Text Foundation Models (2022)

Flamingo: a Visual Language Model for Few-Shot Learning (2022)

Image as a Foreign Language: BEIT Pretraining for All Vision and Vision-Language
Tasks (2022)

68 /70


https://arxiv.org/abs/2307.06281
https://arxiv.org/abs/2010.11929
https://arxiv.org/abs/2103.00020
https://arxiv.org/abs/2006.11477
https://arxiv.org/abs/2106.07447
https://arxiv.org/abs/2106.07447
https://arxiv.org/abs/2206.08356
https://arxiv.org/abs/2305.05665
https://arxiv.org/abs/2108.10904
https://arxiv.org/abs/2205.01917
https://arxiv.org/abs/2204.14198
https://arxiv.org/abs/2208.10442
https://arxiv.org/abs/2208.10442

[TonesHble ccblNkuU

vV Vv

vV v vV v Vv Y

v

PaLl: A Jointly-Scaled Multilingual Language-Image Model (2022)

BLIP-2: Bootstrapping Language-Image Pre-training with Frozen Image Encoders and
Large Language Models (2023)

Language Is Not All You Need: Aligning Perception with Language Models (2023)
Visual Instruction Tuning (2023)

Kosmos-2: Grounding Multimodal Large Language Models to the World (2023)
Qwen-VL: A Frontier Large Vision-Language Model with Versatile Abilities (2023)
Grounding Language Models to Images for Multimodal Inputs and Outputs (2023)

SpeechGPT: Empowering Large Language Models with Intrinsic Cross-Modal
Conversational Abilities (2023)

NExT-GPT: Any-to-Any Multimodal LLM (2023)

» Vision Language Transformers: A Survey (2023)

» 3oonapk TpaHcdopmepos: boabioli 0630p mogenein ot BERT po Alpaca (2023)
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https://arxiv.org/abs/2209.06794
https://arxiv.org/abs/2301.12597
https://arxiv.org/abs/2301.12597
https://arxiv.org/abs/2302.14045
https://arxiv.org/abs/2304.08485
https://arxiv.org/abs/2306.14824
https://arxiv.org/abs/2308.12966
https://arxiv.org/abs/2301.13823
https://arxiv.org/abs/2305.11000
https://arxiv.org/abs/2305.11000
https://arxiv.org/abs/2309.05519
https://arxiv.org/abs/2307.03254
https://habr.com/ru/companies/just_ai/articles/733110

Cnacnbo 3a BHUMaHME!
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